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Regulatory Science 

The science of developing new tools, 

standards and approaches to assess 

the safety, efficacy, quality and 

performance of FDA-regulated 

products. 
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Regulatory Science is a Global Issue

• Global Coalition for Regulatory Science Research 

(GCRSR)

– Established in 2013 under the FDA leadership.

– Mission: to uptake emerging technologies in regulatory 

application for food and medicine.

– Consisting of 16 member agencies from 11 countries and EU, 

covering 5 continents.  

• GCRSR has two main activities:

– Annual Global Summit on Regulatory Science (GSRS) conference.

– Working groups to facilitate the translation of impactful 

technologies such as nanotechnology, microbial genomics and 

metagenomics, and Large Language Models (LLMs).

www.gcrsr.net
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• Trustworthiness: Trustworthy to whom, for what purpose, and 

against what baseline? If humans are the benchmark, do we risk 

misplacing trust? 

• Reproducibility: Are we demanding identical outputs or consistent 

performance within bounds? If humans aren’t reproducible and is 

“reproducibility” overrated—especially for generative AI?

• Explainability: Must a system be explainable to be trusted? Should 

a valid scientific hypothesis be tested rather than be explained?

• Applicability: Do rigid boundaries limit AI’s evolving benefits? Are 

we regulating yesterday’s reality instead of enabling adaptability 

and lifecycle governance?

• Transparency: Why expect more transparency from AI than from 

other regulated tools? Should transparency mitigate risks and 

clarify limits rather than require full disclosure?

TREAT: A Framework for Assessing AI Readiness in 

Regulatory Applications
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How do we translate AI research 

into regulatory application?

Cultural and regional differences drive 

different regulatory frameworks

The Complex Nature of  AI in the Regulatory Landscape 

Not all products are created equal; some 

may require a more stringent policy for AI 

application

Different agencies have different policies 

which usually governed by the law

AI Research

Product Specific

Agency Specific

Country Specific

Regulatory

Application
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• Fit-for-Purpose: Is AI adequate for an intended regulatory application? E.g.,

– Literature review 

– Adverse event extraction from regulatory documents

– Drug safety assessment

• Context-of-Use: What is a regulatory decision AI intend to support? E.g.,

– The difference between “safety prediction in supporting IND application” and 

“supporting drug discovery”

• Boundaries of Use: For a supported decision, how to assess an AI input with 

confidence? 

Key Considerations
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Four Categories of  AI Use in Regulatory Science

AI role in decision-makingExamplesFunctionCategory

Provides information; human 

makes all decisions

Literature screening; document 

summaries; Q/A
EfficiencyAssistive AI

Provides recommendation; human 

decides 

QSARs; AE Extraction; case 

deduplication

Evidence 

generation
Augmentative AI

Makes decision within predefined 

rules; human oversight is required

Rule-based safety pipelines; AI 

agents executing predefined 

workflows

Decision 

automation
Autocratic AI

Makes and adapts decisions with 

minimal or no human intervention

Agentic AI automates complex 

assessment workflows through 

adapative behavior 

Adaptive 

Decision-

Making

Autonomous AI
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Assistive AI

• Objective: To improve the efficiency by handling repetitive or time-consuming tasks

• Characteristics: Heavily relying on human judgement

• TREAT Relevance: Transparency is of special concern since reviewers usually want to know 

where information comes from and how it was generated.

• AI Methods: LLMs and Chatbot

• Application:

– Literature screening

– Document summarization

– Chatbot and/or Q/A for guidance documents

– Chatbot and/or for Labeling Documents (e.g., askFDALabel)



ELSA – FDA’s Internal GenAI TOOL (4.0)   

• FDA launched a generative AI chat tool 

(Elsa) to support FDA employees with 

administrative tasks. 

• FDA continues to improve and refine Elsa. 

Generative AI tools are assistive and do not 

make regulatory decisions.

• Elsa is not directly connected to the internet for security purposes. In addition, Elsa is not an 

authoritative source. 

• All information entered is securely maintained within FDA systems in a secure FISMA-high Gov Cloud 

environment. Elsa must be used exclusively for official FDA business purposes. 

• Elsa is designed to assist and support FDA staff in their day-to-day duties, such as quickly synthesizing 

and summarizing information, refining communication, outlining content, drafting, proofreading, and 

basic coding tasks. 
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Augmentative AI

• Objective: To extend human capabilities by providing insights or identifying patterns 

not readily apparent to humans. 

• Characteristics: AI works in tandem with human intelligence to enhance science-

based decision-making processes.

• TREAT Relevance: Applicability domain should be clearly defined, and 

recommendations should be scientifically explainable with supporting evidence.

• AI Methods: Machine Learning and Deep Learning

• Application:

– Adverse events (AEs) extraction from FAERS narratives

– Consolidating case reports for improved drug-AEs causality assessment 

– QSARs
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• DeepDILI was developed with a novel DL approach that integrates 

multiple ML models in a deep learning architecture:

– A binary classification: DILI positive or negative

– Trained with 753 drugs approved by FDA before 1997 

– Evaluated on 249 drugs approved after 1997 with ~70% prediction accuracy

– It is in-house algorithms, thus easy to be implemented in the FDA 

environment (is available now in RAPID and PrecisionFDA)

– It has been independently reproduced by NIEHS  

DeepDILI: an AI Model for DILI Assessment

AI-based 
consensus

prediction

Diverse ML 

methods

A pool of ML models

DILI risk

Li et al, CRT, 2021
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DeepDILI vs Animal Models for DILI Prediction

Animal vs DeepDILI: Comparative analyses 

on three sets of compounds that were not 

used in DeepDILI development

Set 1           Set 2 Set 3

521 16 11

65% 142% 137%

Improved (%) over animal models

versus

Prediction accuracy was reported as described in the 

original publication of each study

• Animal models for DILI in humans: a survey (1961–present) 

indicates that rat models demonstrate less than 50% accuracy.

• DeepDILI for DILI in humans: ~70% :
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Augmenting DILI Review with DeepDILI 

• Objective: Assist IND review of 

new drug candidates 

• Key considerations: (1) prediction 

accuracy, (2) applicability domain, 

and (3) prediction confidence

• Lifecycle maintenance: Should a 

model be treated as a static or 

evolving model over the new 

data?
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Autocratic AI

• Objective: To execute a pre-defined workflow and pipeline with minimum human 

guidance in decision-making process. 

• Characteristics: AI provides data and evidence that can be directly used in supporting 

decision making.

• TREAT Relevance: Decisions must be reproducible, explainable, and transparent for 

the regulatory use.

• AI Methods: A complex AI system (AI Agent) usually containing LLMs

• Application:

– Drug safety assessment (e.g., askDrugTox) 

Input  AI Agent  Decision Rule  Output
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AskDrugTox: A multi-Agent System
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Autonomous AI

• Objective: To independently plan, execute, and adapt analytical workflows to 

achieve a predefined regulatory objective under established constraints.

• Characteristics: AI is capable of learning and operating independently with no human 

intervention including making final decisions.

• TREAT Relevance: Requires demonstrated all TREAT elements to justify 

autonomous operation.

• AI Methods: An agentic system with adaptive capability usually containing LLMs

• Application:

– Autonomous review

Input (objective)  AI Agent  Adaptive Assessment  Output
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• SafetAI Consult: A consultation team consisted of CDER/OTS and NCTR scientists to 

apply the AI models in assessing drug safety in the review process 

• On-going support: the CDER DILI Team

• The AI models under evaluation:

1. RO2 and DILIScore (DILI): Consultation using both models has been carried out for over a 

decade. 

2. DeepDILI: The AI model for DILI has been implemented in a regulatory environment (RAPID). 

3. AnimalGAN2.0: A virtual rat model for DILI assessment in preclinical phase in accordance with 

OECD and FDA guidelines.

4. AskDrugTox: An AI agent uses FDA labeling data for drug toxicity assessment; assessing liver 

toxicity and cardiotoxicity has been validated.

5. QKAR: A knowledge-driven and human-relevant AI model is being developed 

SafetAI Consult to Support Drug Review
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Conceptual Architecture for Autonomous DILI Assessment

Submission

Package

AskDrugTox

RO2

DILIScore

QKARs

Regulatory 

Assessment Request 

Assess DILI liability for drug 

X using information from 

submission 

• Evidence Gathering

• Evidence Gap Analysis

• Adaptive Model Selector

• Confidence Assessment

• Evidence integration

Autonomous DILI Agent 

Literature

Integrated DILI Risk 

Assessment 

Evidences

& Data

• DILI classification

• Confidence Score

• Supporting Evidence

• Evidence Gaps

Recommended Next 

Assessment Actions

DeepDILI
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Summary

• TREAT is a risk-based framework for assessing the suitability of AI systems for regulatory applications 

through five key dimensions (Trustworthiness, Reproducibility, Explainability, Applicability, and 

Transparency)  

– It supports Fit-for-Purpose adoption of AI within a defined Context of Use and Boundaries of Use.

– Not every AI applications need to be governed by all TREAT principles – apply what is relevant and aligned 

to the risk.

• Four categories for AI use in regulatory science:

– Assistive AI supports routine scientific tasks without decision authority.

– Augmentative AI expands human capability by generating predictions or recommendations.

– Autocratic AI executes decisions within predefined objectives and constraints.

– Autonomous AI independently plans, adapts, and acts to achieve high-level goals with minimal human 

intervention.

• Both Assistive and Augmentative AI are widely used in regulatory application nowadays. 

• Today’s AI focus in regulatory science lies in Autocratic AI while Autonomous AI is up to debate. 
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Mapping TREAT Elements to AI Decision Authority

TREAT PrincipleDILI Assessment as an ExampleFunction
Decision 

Authority

Transparency - Users must understand 

where information comes from and how 

it was generated.

Retrieves liver-related warnings from FDA 

labeling and summarizes DILI evidence.

Helps humans 

perform tasks
Assistive AI

Applicability domain should be clearly 

defined, and recommendations should 

be scientifically explainable with 

supporting evidence.

Suggests a DILI concern level based on 

labeling, literature, and post-market 

evidence.

Generates evidence 

to support decisions
Augmentative AI

Decisions must be reproducible, 

explainable, and transparent for the 

intended use.

Automatically classifies drugs into DILI 

risk categories using predefined criteria 

and workflows.

Executes predefined 

decisions or 

workflows

Autocratic AI

Requires demonstrated all TREAT 

elements to justify autonomous 

operation.

Multi-agent system continuously gathers 

evidence and evaluates new information 

to update DILI calls with regulatory-ready 

conclusions.

Plans and adapts 

actions toward goals 

under constraints

Autonomous AI


